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ABSTRACT 

Smallholder lowland rice in south-east Nigeria receives small, late, fixed nitrogen (N) doses, and it is unclear whether 
“smart” in-season N control adds value over a well-designed fixed schedule. DSSAT-CERES-Rice v4.8 was coupled with 
external controllers used to simulate rainfed, bunded FARO 44 rice (literature-derived cultivar coefficients, not field-
calibrated) at Afikpo (5.89°N, 7.92°E) over 33 seasons (1993–2025), using CHIRPS rainfall and NASA POWER 
temperature and radiation. The study compared four kinds of management: farmer practice (46 kg N ha⁻¹ at 21 days 
after transplanting); 30/40/30 split schedules at 40–120 kg N ha⁻¹; a reactive controller emulating a canopy N-stress 
sensor; and a three-stage gradient-boosting controller; trained on 2,970 simulated dose combinations and tested leave-
one-year-out. The reactive controller out-yielded farmer practice by 0.39 t ha⁻¹ (p = 0.002), but only by applying 8 kg N 
ha⁻¹ more; at equal total N it yielded 0.44 t ha⁻¹ less than a fixed 30/40/30 split (p < 0.001). With N priced at 4 kg paddy 
per kg N, perfect in-season information was worth only 93 kg ha⁻¹ over the best history-based fixed schedule. The 
predictive controller captured little of this (+6 kg ha⁻¹, p = 0.72) for 1 July transplanting, against +90 kg ha⁻¹ (p < 0.001) 
for 1 June. Correcting N rate and timing relative to farmer practice was worth about 1,700 kg ha⁻¹. NASA POWER rainfall 
showed a strong drying trend, much weaker in CHIRPS, that changed one conclusion; all results are therefore reported 
with CHIRPS. In-season prediction adds value, but rate and timing dominate. 

Keywords:  Nitrogen use efficiency; Crop simulation; Machine learning; Precision agriculture; FARO 44; CHIRPS 

1 INTRODUCTION 

Rice demand in West Africa has outpaced production for decades, and the gap has been filled largely by imports [1,2]. 
In south-east Nigeria, rice is grown mainly by smallholders in rainfed lowlands, and yields of improved varieties such 
as FARO 44 fall well short of their potential. Nitrogen (N) is among the most manageable causes. In Nigerian trials, paddy 
yield rose from about 3.4 t ha⁻¹ without N by 1.3 t ha⁻¹ with only 40 kg N ha⁻¹ [3]. Smallholders, however, typically 
apply small, single, late doses. 
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N recovery by flooded rice is often below 40%, largely because urea broadcast into floodwater is lost before the crop 
can use it [4,5]. Chlorophyll-meter and leaf-colour-chart management, which apply N only when the leaves become pale, 
have raised N-use efficiency in irrigated rice [6]. Low-cost sensors now make automated N management feasible for 
smallholders, but the value of the information they provide is rarely compared with that of a well-chosen fixed schedule. 

Machine learning (ML) is widely used to predict crop yield and N status [7,8]. Several studies also couple crop models 
with ML or reinforcement learning to learn management policies [9,10,11]. These studies mostly concern maize or 
wheat in data-rich regions. They usually compare learned policies with simple baselines, rather than with the best fixed 
schedule or with a perfect-information bound. 

Two further problems affect such work in data-scarce regions. First, gridded weather products such as NASA POWER, 
built on the MERRA-2 reanalysis [12,13], and CHIRPS rainfall [14] can disagree strongly in Nigeria [15]. Second, the 
“automatic N” option in DSSAT 4.8 applies no fertiliser (Section 2.4). 

This study addresses these gaps for rainfed FARO 44 rice at Afikpo, Ebonyi State. It had three aims: 

• to compare farmer practice, fixed split schedules and a reactive sensor-triggered controller, including a 
comparison at equal total N; 

• to develop a predictive ML controller that uses only the information available on each decision day, and to test 
it against the best fixed schedule and a perfect-information upper bound; and 

• to quantify the value of in-season information and the sensitivity of the conclusions to planting date and to the 
weather data source. 

2 MATERIALS AND METHODS 

2.1 Site, weather and soil 

Afikpo, Ebonyi State (5.89°N, 7.92°E, about 64 m a.s.l.), has a humid tropical climate with rains from April to October. 
Rice there is grown mostly in bunded, rainfed lowlands. 

Daily NASA POWER data [13] were converted to DSSAT format, giving TAV of 26.2 °C and AMP of 2.5 °C. One missing 
radiation day was interpolated, and dew point was derived from relative humidity. NASA POWER rainfall averaged 
1,697 mm yr⁻¹, against a site climatology of about 2,022 mm [16], and showed a declining linear trend of 36 mm yr⁻¹ 
over 1993–2025 (ordinary least-squares regression of annual totals on year, p < 0.001). Daily CHIRPS v2.0 rainfall [14] 
was therefore downloaded through ClimateSERV. It averaged 2,000 mm yr⁻¹, with a June–October mean of 1,413 mm 
against a climatology of 1,412 mm. No rain-gauge record for Afikpo was available to validate either product. CHIRPS 
was preferred because it blends satellite estimates with station observations [14] and agreed with the site climatology; 
the NASA POWER trend is therefore treated as a probable product artefact, not a confirmed error. 

The final weather combined CHIRPS rainfall with NASA POWER temperature, radiation and humidity for the 33 
complete seasons, 1993–2025. Seasons were classed as dry, average or wet by terciles of June–October rainfall. 

The soil was a three-layer Ultisol profile with a sandy loam surface (Table 1). Clay and silt content, organic carbon, total 
N, pH (H₂O) and bulk density were taken from SoilGrids 2.0 at the site coordinates (250 m resolution; [17]) and assigned 
to 0–20, 20–50 and 50–100 cm layers. The water-retention limits (LL, DUL and SAT) and saturated hydraulic 
conductivity were then estimated from texture, organic carbon and bulk density with the soil-profile tool in DSSAT 
(SBuild). When organic carbon is available for every layer, SBuild uses the pedotransfer functions of [18]. Surface 
parameters were also set in SBuild: albedo 0.13, evaporation limit 6 mm, drainage rate 0.40 d⁻¹ and runoff curve number 
73. 

Table 1: Soil profile EBAFI001 

Depth 
(cm) 

LL DUL SAT (cm³ 
cm⁻³) 

Ksat (cm 
h⁻¹) 

Bulk density (g 
cm⁻³) 

Organic C 
(%) 

Clay 
(%) 

Total N 
(%) 

pH 

0–20 0.118 0.242 0.420 2.50 1.44 2.29 18.3 0.233 5.4 

20–50 0.148 0.268 0.400 1.20 1.47 1.17 27.9 0.114 5.3 

50–100 0.168 0.285 0.385 0.65 1.49 0.58 33.3 0.072 5.3 
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2.2 Crop model, management and cultivar 

The open-source DSSAT CSM-CERES-Rice v4.8 (build 4.8.6; [19]; [20]), was used with water and N balances. 

Every season used the same management: 

• Transplanting: 1 July, with 21-day-old seedlings at 25 hills m⁻² (20 × 20 cm) and 2 seedlings per hill. Nigerian 
lowland rice guidance recommends transplanting from mid-June to mid-July, depending on rainfall, with 2–3-
week-old nursery seedlings [21], and about 82% of Ebonyi rice farmers transplant rather than broadcast [22]. 

• Water: a puddled paddy with 150 mm bunds and 2 mm d⁻¹ percolation, and no irrigation. 
• Initial conditions: each simulation started 30 days before transplanting, with soil water at the drained upper 

limit, 2 mg kg⁻¹ NH₄⁺-N and 1 mg kg⁻¹ NO₃⁻-N, and 1 t ha⁻¹ of rice straw. 
• Fertiliser: urea broadcast onto the flooded soil (DSSAT codes FE005 and AP012). 

Yields are reported at 14% moisture. 

FARO 44 is not in the DSSAT library, and no local dataset was available for calibration. A literature-constrained 
parameter set was therefore derived from the IR 72 coefficients distributed with DSSAT 4.8 (cultivar IB0118 in 
RICER048.CUL), changing only two of them. P1 was lowered from 437.1 to 300 °C d, which gives a simulated sowing-
to-maturity of 107 days (range 102–114). This falls within the reported 90–120 days [23,24]. G2 was reduced from 
0.026 to 0.024 g, matching the reported 1000-grain weight [25]. All other coefficients were kept at their IR 72 values 
(P2R = 61.0, P5 = 371.8, P2O = 11.58, G1 = 77.8, G3 = 1.0, PHINT = 83.0, THOT = 30.4, TCLDP = 15.0 and TCLDF = 15.0). 
These adjustments match phenology and grain weight to published descriptions of FARO 44; they are not a calibration, 
and simulated yields and N responses were not validated against field observations. All results are therefore model-
based comparisons of strategies, not field-validated yield estimates. 

2.3 N management strategies 

Each strategy was simulated in every one of the 33 seasons (Table 2), so all strategies faced identical weather. The 
farmer-practice baseline follows a survey of 120 Ebonyi rice farmers: all broadcast their fertiliser, 56% applied it once 
per season, mostly 2–3 weeks after planting, and urea was the most common product [26]. Their mean application, 
about 86 kg of product ha⁻¹, supplies roughly 20–40 kg N ha⁻¹, so 46 kg N ha⁻¹ is a generous baseline and the gains 
reported over it are conservative. 

Table 2: N management strategies (DAT = days after transplanting). 

Code Description N schedule (DAT: kg N ha⁻¹) 

N0 Unfertilised control — 

FP46 Farmer practice: one broadcast urea dose about 3 weeks after 
transplanting (2 bags ha⁻¹) 

21: 46 

SPL40 / SPL80 / 
SPL120 

Recommended 30/40/30 split at transplanting, active tillering 
and panicle initiation 

0, 21, 45 at 30/40/30% of 40, 
80 or 120 

A_NS10 / A_NS30 Reactive controller, crop N-stress trigger at 0.1 / 0.3 20 kg per trigger (Section 2.4) 

A_LN20 / A_LN25 Reactive controller, leaf-N trigger at 2.0% / 2.5% 20 kg per trigger (Section 2.4) 

FP54, SPL54 Fixed 54 kg N ha⁻¹ as one dose at 21 DAT, or as a 30/40/30 
split 

matched to the mean N of 
A_NS10 

FPmatch, 
SPLmatch 

Fixed timing with A_NS10’s season-specific total N per season 

ML Predictive three-stage controller (Section 2.5) 0, 21, 45: chosen in season 

2.4 Reactive controller 

DSSAT 4.8 accepts Automatic-N settings, but the code that applies the fertiliser is commented out in the public source 
(Management/Fert_Place.for). With a 1% stress trigger, the N applied was zero and yields equalled those of N0. A sensor 
and controller outside the model was emulated in closed loop, as follows: 

• Run all seasons with the doses decided so far. 
• Read the daily signal: N-stress factor or leaf N. 
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• On the first day the signal crosses the threshold, schedule 20 kgNha⁻¹ for the next day. A day qualifies only if it 
falls between 7 and 60 DAT, at least 7 days after the previous dose, and the season total remains at or below 
120 kgNha⁻¹. 

• Repeat until no season triggers again. 

The model is deterministic, and a dose affects only later days, so this reproduces a daily controller exactly. 

2.5 Predictive ML controller 

Decisions were made at transplanting (d₀ ∈ {0, 20, 40}), at 21 DAT (d₂₁ ∈ {0, 20, …, 100}) and at 45 DAT (d₄₅ ∈ {0, 20, 
…, 80} kg N ha⁻¹). Each maximised net return in paddy equivalents: 

𝜋 = 𝑌14 − 𝑟 (𝑑0 + 𝑑21 + 𝑑45) 

Here Y₁₄ is simulated paddy yield at 14% moisture (kg ha⁻¹); d₀, d₂₁ and d₄₅ are the N doses (kg N ha⁻¹); and r is the 
N:paddy price ratio, i.e. the price of 1 kg of N divided by the farm-gate price of 1 kg of paddy, so that π is in kg paddy-
equivalent ha⁻¹. The base case used r = 4, with 2 and 6 as alternatives [3]. π is a partial return over N cost only: 
application labour and all other costs were treated as equal across strategies and omitted, so additional split 
applications are not penalised. 

All 90 dose combinations were simulated for every season (2,970 runs). The simulated sensor state on the day before 
each decision was recorded: crop N, LAI, tillers, leaf N, N stress, soil mineral N and flood depth. Weather features covered 
the period up to that day: rainfall, rainy days, radiation, temperature and degree days. 

The policy was learned by backward induction (fitted value iteration; [27]), with one gradient-boosting regressor per 
stage ([28]; [29]; 400 trees, depth 3, learning rate 0.03): 

• Stage 3 (45 DAT) predicted yield. 
• Stages 2 and 1 predicted the best achievable value-to-go given the earlier doses. 

Validation was leave-one-year-out: for each test season, the models were trained on the other 32 seasons, and decisions 
were made sequentially as the season unfolded. The held-out season was excluded from every step that used outcomes: 
model fitting, the value-to-go labels and the selection of BEST_FIXED. The gradient-boosting hyperparameters were 
fixed in advance and not tuned on the data. The chosen schedules were rerun in DSSAT, and yields agreed with the grid 
within 20 kg ha⁻¹ (0.3%). A random forest [30] served as an alternative learner. 

Two benchmarks were computed on the same grid. BEST_FIXED was, for each held-out season, the grid schedule with 
the highest mean return across the other 32 (training) seasons. ORACLE was the best schedule chosen with perfect 
knowledge of the season. ORACLE minus BEST_FIXED is the value of perfect in-season information. 

2.6 Statistics and sensitivity 

Strategies were compared as a randomised complete block design, with season as the block. Pairwise differences were 
tested with Holm-adjusted paired t-tests [31] and summarised as letter groups [32]. Agronomic efficiency was 
computed as AEₙ = (Y − Y₀)/N. 

Sensitivity was tested by scaling G1 by 0.8, 0.9 and 1.1, by raising percolation to 5 mm d⁻¹, by repeating the analysis 
with NASA POWER rainfall, and by moving transplanting to 1 June, 15 June, 15 July and 1 August. The ML controller was 
also retrained and tested for 1 June and 15 July. Scripts and input files are available as described under Data and code 
availability. 
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Figure 1: Study framework. All controllers drive the same DSSAT-CERES-Rice simulator over the same 33 
seasons. The reactive loop reruns the model after each triggered dose. The predictive controller is trained on 

a full dose grid and tested leave-one-year-out. 

3 RESULTS 

3.1 Rainfall data source 

NASA POWER and CHIRPS agreed in the 1990s, with annual means of 2,128 and 2,100 mm in 1993–2002, but then 
diverged (Fig. 2). By 2021–2025, NASA POWER gave 1,018 mm against 1,775 mm from CHIRPS. Annual totals were only 
weakly correlated between the two sources (r = 0.42). 

The rainfall source changed the conclusions about the reactive controller. With NASA POWER rainfall, farmer practice 
was more variable (CV 15% vs 13%; worst season 3.93 vs 4.24 t ha⁻¹), and the advantage of A_NS10 over FP46 shrank 
to 0.13 t ha⁻¹ and was not significant (p = 0.27). With CHIRPS it was 0.39 t ha⁻¹ (p = 0.002). All results below use CHIRPS. 

 

Figure 2: Annual rainfall at Afikpo, 1993–2025, from CHIRPS v2.0 and NASA POWER. The dashed line is the 
long-term climatology. 
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3.2 Fixed schedules and the reactive controller 

FARO 44 reached anthesis 77 days and maturity 107 days after sowing. Strategy strongly affected yield (F₈,₂₅₆ = 479.8, 
p < 0.001; Table 3), much more than season did (F₃₂,₂₅₆ = 10.6). 

Farmer practice (FP46) yielded 5.14 t ha⁻¹, no more than SPL40 (5.27 t ha⁻¹, p = 0.12), and was among the most variable 
strategies (CV 13%). Split schedules raised yield to 6.75 t ha⁻¹ (SPL80) and 7.13 t ha⁻¹ (SPL120), while AEₙ fell from 51 
to 32 kg kg⁻¹. 

Table 3: Grain yield (14% moisture) over 33 seasons. Strategies sharing a letter do not differ (Holm-adjusted, 
α = 0.05). 

Strategy N (kg ha⁻¹) Yield (t ha⁻¹), mean ± SD AEₙ (kg kg⁻¹) Group 

SPL120 120 7.13 ± 0.39 32.4 a 

SPL80 80 6.75 ± 0.49 43.8 b 

A_LN25 117 5.86 ± 0.56 22.5 c 

A_NS10 54 5.53 ± 0.54 42.8 d 

SPL40 40 5.27 ± 0.65 50.8 de 

FP46 46 5.14 ± 0.64 41.3 e 

A_NS30 19 4.06 ± 0.39 43.9 f 

A_LN20 74 3.71 ± 0.37 6.4 g 

N0 0 3.24 ± 0.36 — h 

The N-stress controller (A_NS10) first triggered at 15–23 DAT and applied 40–60 kg N ha⁻¹ per season (mean 54). It 
beat farmer practice by 0.39 t ha⁻¹ (p = 0.002; in 22 of 33 seasons). At equal total N, however, it was no better than a 
single fixed dose and worse than a fixed 30/40/30 split (Table 4): its advantage came from applying more N, and waiting 
for stress cost yield relative to a basal dose. 

Leaf N triggers performed poorly, because leaf N declines with crop age. The lower threshold fired too late (A_LN20: 
AEₙ 6.4 kg kg⁻¹), and the higher one fired almost every week (A_LN25: 5.8 doses, 117 kg N). 

Table 4: A_NS10 (mean 54 kg N ha⁻¹) versus fixed schedules. 

Comparator N (kg ha⁻¹) Yield (t ha⁻¹) A_NS10 − comparator (t ha⁻¹) p 

FP46 46 5.14 +0.39 0.002 

FP54 (one dose, 21 DAT) 54 5.40 +0.14 0.22 

FPmatch (one dose, A_NS10 totals) 40–60 5.34 +0.19 0.053 

SPL54 (30/40/30) 54 5.97 −0.44 < 0.001 

SPLmatch (30/40/30, A_NS10 totals) 40–60 5.84 −0.31 0.004 

3.3 Predictive ML controller 

The stage-3 model predicted held-out yields with an RMSE of 255 kg ha⁻¹. It relied mainly on crop N (importance 0.69), 
LAI (0.13) and tiller number (0.10) at 44 DAT. 

At r = 4, BEST_FIXED was the same schedule in every held-out season: 40, 60 and 20 kg N ha⁻¹ at 0, 21 and 45 DAT. 
Perfect in-season information (ORACLE) was worth only 93 kg ha⁻¹ more (Table 5). The ML controller varied seasonal 
totals from 60 to 140 kg N ha⁻¹ and used 10 kg N ha⁻¹ less than BEST_FIXED, but its yield was also slightly lower, and 
its net return was only 6 kg ha⁻¹ higher (p = 0.72; better in 17 of 33 seasons, worse in 11). 
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The result was similar for other learners and prices. None of the gains was significant: 

• Random forest (r = 4): −11 kg ha⁻¹ (p = 0.42). 
• r = 2: +24 kg ha⁻¹ (p = 0.15; value of perfect information 81 kg ha⁻¹). 
• r = 6: +40 kg ha⁻¹ (p = 0.23; value of perfect information 109 kg ha⁻¹). 

Table 5: Predictive controller versus benchmarks (r = 4, leave-one-year-out, 1 July transplanting). 

Policy N (kg ha⁻¹), mean (range) Yield (t ha⁻¹) Net return (kg ha⁻¹) 

BEST_FIXED 120 (120–120) 7.17 6,693 

ML controller 110 (60–140) 7.14 6,699 

ORACLE 107 (60–160) 7.21 6,786 

Across all strategies, correcting N rate and timing dominated. Net return rose from 4,958 kg ha⁻¹ under FP46 to 6,693 
kg ha⁻¹ under BEST_FIXED, about 19 times the full value of perfect in-season information (Fig. 3). 

 

Figure 3: Mean net return by strategy for 1 July transplanting, with N priced at 4 kg paddy per kg N (r = 4). 
Labels give mean N applied. 

3.4 Sensitivity 

The ranking of the strategies held in every scenario (Table 6). SPL80 exceeded A_NS10 by 0.72–1.48 t ha⁻¹, and A_NS10 
out-yielded FP46 by 0.20–0.61 t ha⁻¹ (p ≤ 0.013) everywhere except with NASA POWER rainfall. Across the five planting 
dates, mean yield varied by at most 0.45 t ha⁻¹ for any strategy. 

Planting date did, however, change the value of in-season information. For 1 June transplanting, perfect information 
was worth 186 kg ha⁻¹, and the ML controller gained 90 kg ha⁻¹ over BEST_FIXED with 13 kg N ha⁻¹ less (p < 0.001; 
better in 26 of 33 seasons). For 15 July it was worth 100 kg ha⁻¹, and the ML controller gained 40 kg ha⁻¹ (p = 0.08). 

Table 6: Sensitivity of mean yield (t ha⁻¹) and of the controller comparisons. ML gain is ML minus BEST_FIXED 
net return (kg ha⁻¹, r = 4); “—” = not run. 

Scenario FP46 A_NS10 SPL80 SPL120 A_NS10 − FP46 (p) ML gain (p) 

Base (1 July) 5.14 5.53 6.75 7.13 +0.39 (0.002) +6 (0.72) 

1 June 5.16 5.77 6.58 7.16 +0.61 (< 0.001) +90 (< 0.001) 

15 June 4.93 5.52 6.50 7.07 +0.58 (< 0.001) — 

15 July 5.11 5.53 6.58 7.07 +0.42 (0.001) +40 (0.08) 

1 August 5.38 5.76 6.75 7.20 +0.38 (0.002) — 

G1 × 0.8 4.54 4.73 5.68 6.01 +0.20 (0.007) — 
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G1 × 0.9 4.97 5.20 6.22 6.57 +0.23 (0.006) — 

G1 × 1.1 5.33 5.65 7.13 7.60 +0.31 (0.004) — 

Percolation 5 mm d⁻¹ 5.57 5.85 6.90 7.20 +0.28 (0.013) — 

NASA POWER rainfall 5.75 5.88 6.60 7.07 +0.13 (0.27) — 

4 DISCUSSION 

4.1 Where the value lies 

Moving from farmer practice to a good fixed schedule was worth about 1,700 kg paddy-equivalent ha⁻¹. That schedule 
includes a basal dose, a main dose at tillering and a small dose at panicle initiation. Perfect knowledge of each season 
would add only 81–109 kg ha⁻¹ more for 1 July transplanting, about 1.2–1.7% of net return. The ML controller captured 
almost none of that at 1 July and about half at 1 June. In this environment, the N rate and its split are the main lever, and 
in-season adaptation is at best a second-order refinement. 

The value of perfect information is a useful yardstick for smart-farming proposals: it shows how much of a problem 
responds to in-season information before money is spent on sensing. In the bunded Afikpo paddy, season-to-season 
variation in N demand was modest, and season explained far less variance than strategy (F = 10.6 vs 479.8). The value 
of information also depended on planting date, being about twice as large for 1 June as for 1 July, possibly because an 
earlier crop meets more variable early-season conditions; we did not test this mechanism. The value is likely to be higher 
still where water supply is more erratic or N is more expensive. 

4.2 Reactive versus predictive control 

A trigger that waits for stress acts after growth has already been lost and cannot place N ahead of peak demand. Hence 
the reactive controller was no better than a single fixed dose at equal N, and it yielded less than a split that included a 
basal dose. Fixed leaf N thresholds failed because leaf N falls with crop age, which is why practical real-time N 
management in rice uses stage-specific or relative thresholds [6]. 

The predictive controller differed in two ways. It anticipated demand, deciding at 21 DAT before stress appeared. It also 
relied on crop N, LAI and tiller number, which can be observed with leaf-colour charts, SPAD meters or NDVI. Its 
potential benefit is to save N where the crop is already well supplied, as in chlorophyll-meter studies [6]. For 1 June it 
did so (13 kg N ha⁻¹ less and a higher net return). For 1 July the N saving came with a small yield loss, so net return 
barely changed. 

With a value of information below 100 kg ha⁻¹, a 255 kg ha⁻¹ prediction error leaves little room for a learned policy to 
beat a good fixed schedule. Thirty-two training seasons are also few for three sequential models. Any deployment should 
therefore keep the controller within agronomic bounds and justify it by the value of information at the site. The oracle 
continuation labels used in fitted value iteration [27] are slightly optimistic. Reinforcement-learning environments built 
on DSSAT [10,11] could learn finer policies, and they should be judged against the same perfect-information bound. 

4.3 Data and modelling pitfalls 

The NASA POWER rainfall series showed a strong drying trend, much weaker in CHIRPS over the same years, that 
changed one conclusion: with it, the sensor controller’s advantage over farmer practice was not significant. Gridded 
products can differ markedly in Nigeria [15], so they should be checked against an independent source before use. 
Without gauge data for Afikpo we cannot establish which product is closer to the truth; CHIRPS was preferred because 
it incorporates station data and agrees with the site climatology. In addition, the automatic-fertilisation option in DSSAT 
4.8 silently applies no N. The closed-loop emulation used here is an exact substitute for deterministic models. 

4.4 Limitations 

FARO 44 was represented by a literature-constrained parameter set rather than a local calibration, and the model was 
not validated against field data for this cultivar or site. The results are simulation-based comparisons, not field-validated 
yield estimates. Simulated AEₙ for the split schedules (32–51 kg kg⁻¹) exceeded the roughly 25 kg kg⁻¹ found in Nigerian 
field trials [3]. The response to N, and therefore the optimal rates (100–140 kg N ha⁻¹), are probably overstated, 
although the ranking of strategies was robust in the sensitivity tests. 
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Other simplifications: 

• sensors were simulated without measurement error; 
• one soil profile was used, and the ML controller was tested at three planting dates only; 
• farmer practice was taken from a regional survey rather than measured at Afikpo; 
• P, K, pests and weeds were not simulated; 
• the rainfall products could not be validated against a local rain-gauge record; 
• the controller was trained and tested within the same model. 

Future work should calibrate FARO 44 on farm, add sensor noise and test the controller in field trials. 

5 CONCLUSIONS 

A simulation study of 33 rainfed seasons of FARO 44 rice at Afikpo, south-east Nigeria, supports five conclusions; they 
rest on model results that have not yet been validated in the field. 

• Correcting N rate and timing relative to farmer practice was worth about 1,700 kg paddy-equivalent ha⁻¹, an 
order of magnitude more than any in-season adaptation. 

• A reactive N-stress trigger improved on farmer practice only by applying more N; at equal N it was no better 
than a single fixed dose and worse than a 30/40/30 split. 

• Perfect in-season information was worth only 81–109 kg ha⁻¹ for 1 July transplanting. A predictive gradient-
boosting controller did not beat the best fixed schedule at that date (+6 kg ha⁻¹, p = 0.72), although it did for 1 
June (+90 kg ha⁻¹, p < 0.001). The case for smart N control therefore depends on planting date and should be 
tested site by site. 

• Gridded rainfall should be cross-checked before use: switching from NASA POWER to CHIRPS rainfall changed 
the significance of the sensor effect. 

• DSSAT 4.8’s Automatic-N option applies no N; closed-loop emulation is an exact alternative. 
• Field calibration of FARO 44 and on-farm testing of the predictive controller are the next steps. 
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